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ABSTRACT

MOURA, Luiz Fernando de. Enhancing Deforestation Detection through Multi-Domain
Adaptation with Uncertainty Estimation. 2024. 88 f. Dissertação (Mestrado em Ciências
Computacionais) – Instituto de Matemática e Estatística, Universidade do Estado do
Rio de Janeiro, Rio de Janeiro, 2024.

Deep Learning (DL) models have shown great potential in scientific research, partic-
ularly in Remote Sensing (RS) for monitoring natural resources, environmental changes,
and land use. Semantic segmentation techniques enable land cover classification, change
detection in multi-temporal images, object identification, and vegetation health assess-
ment. However, their effectiveness relies on large labeled datasets, which are costly and
time-consuming to obtain. Domain Adaptation (DA) techniques address this challenge
by transferring knowledge from a labeled source domain to one or more unlabeled target
domains. While most DA research focuses on a single target domain, multi-target and
multi-source scenarios remain underexplored. This dissertation proposes a deep learning
approach using Domain Adversarial Neural Networks (DANN) for deforestation detection
in multi-domain settings. Additionally, an uncertainty estimation phase is introduced to
guide human review in high-uncertainty areas, enhancing manual auditing. The model is
evaluated on Landsat-8 images from the Amazon and Brazilian Cerrado. In multi-target
experiments, a single source domain provides labeled data, while target domains remain
unlabeled. In multi-source scenarios, multiple source domains train the model for a single
target. Results show significant accuracy improvements over lower-bound baselines, as in-
dicated by F1-score and mean Average Precision (mAP). Furthermore, uncertainty-based
review enhances performance, reaching upper-bound baselines in certain biome combina-
tions.

Keywords: Deforestation detection; domain adaptation; multiple target do-
mains; multiple source domains; uncertainty estimation; deep learn-
ing.



RESUMO

MOURA, Luiz Fernando de. Melhorando a Detecção de Desmatamento por meio de
Adaptação Multidomínio com Estimativa de Incerteza. 2024. 88 f. Dissertação
(Mestrado em Ciências Computacionais) – Instituto de Matemática e Estatística,
Universidade do Estado do Rio de Janeiro, Rio de Janeiro, 2024.

Modelos de Deep Learning (DL) têm se destacado no Sensoriamento Remoto (SR),
auxiliando na segmentação semântica para classificação do solo, detecção de mudanças
e análise da vegetação. No entanto, sua eficácia depende de grandes quantidades de
dados rotulados, cuja obtenção é cara e trabalhosa. Para mitigar essa limitação, técni-
cas de Adaptação de Domínio (DA) permitem transferir conhecimento de um domínio
para outro. Enquanto a DA para um único domínio-alvo é amplamente estudada, a
adaptação envolvendo múltiplos domínios fonte e alvo ainda apresenta desafios. Esta
dissertação propõe uma abordagem baseada em Redes Neurais Adversariais de Domínio
(DANN) para detecção de desmatamento em cenários multi-domínio. Além disso, incor-
pora estimativa de incerteza para revisão humana seletiva, aceitando previsões confiáveis
e recomendando intervenção onde há alta incerteza. O modelo é avaliado com imagens
Landsat-8 da Amazônia e do Cerrado, utilizando diferentes cenários de domínios-fonte e
alvo. Os resultados demonstram ganhos expressivos de acurácia, superando referências
inferiores e, em algumas configurações, atingindo o desempenho do limite superior.

Palavras-chave: Detecção de desmatamento; adaptação de domínio; múltiplos
domínios target; múltiplos domínios source; estimativa de incerteza;
aprendizagem profunda.
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INTRODUCTION

Deforestation, which can be de�ned as the conversion of forested lands to non-forested

lands, is a critical environmental problem that has attracted the attention of researchers,

policy makers, and the general public in recent decades. The problem is particularly im-

portant in tropical regions, where high rates of deforestation have led to a signi�cant loss

of biodiversity DIRZO; RAVEN (2003), as well as contributing to global climate change.

Numerous studies have investigated the causes of deforestation and proposed solutions to

mitigate its expansion. LAURANCE et al. (2001) identi�es key drivers of deforestation in

the Brazilian Amazon, including population growth, industrial activities, road construc-

tion, and human-induced wild�res. According to BARBER et al. (2014), deforestation

in the Amazon forest is strongly associated with proximity to roads and rivers, while

protected areas help prevent it. SWANN et al. (2015) highlights that deforestation in

the Amazon could lead to signi�cant changes in rainfall patterns, temperature, and at-

mospheric circulation. The loss of forest cover would a�ect the local water cycle, leading

to reduced precipitation and increased surface temperatures in the region. These changes

can have profound consequences for ecosystems, agriculture, and human populations in

South America. SY et al. (2015) asserts that deforestation of natural forests is a major

contributor to greenhouse gas emissions, leading to a decline in carbon storage and a

signi�cant loss of biodiversity. Therefore, addressing emissions from deforestation and

forest degradation, as well as improving carbon stocks through initiatives like Reducing

Emissions from Deforestation and Forest Degradation (REDD+), becomes essential for

global climate change mitigation.

Hence, monitoring of alterations occurring on the Earth's surface, particularly those

with detrimental e�ects on the environment, has emerged as a key concern for various

global authorities. However, e�ective identi�cation of such changes poses a great chal-

lenge, requiring a large use of Remote Sensing (RS) data. Fortunately, advances in RS

technology over the past few decades, particularly in satellite-based Earth observation sys-

tems, have signi�cantly expanded the accessibility of RS data for various environmental

monitoring purposes. This development has resulted in a substantial increase in avail-
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able RS data, allowing more comprehensive and widespread applications in environmental

monitoring, and thus contributing to our understanding of deforestation. For example, a

study by HANSEN et al. (2013) used satellite imagery and machine learning algorithms

to map global forest cover and loss over a period of more than a decade. The authors

found that tropical regions experienced the highest forest loss rates, with Southeast Asia,

the Amazon basin, and Central Africa being the most a�ected regions.

For monitoring the Amazon forest, the Brazilian government has implemented a

satellite-based monitoring program known as PRODES1 (Programa de Monitoramento

da Floresta Amazônica Brasileira por Satélite, which translates into Satellite-based Defor-

estation Monitoring Project in the Legal Amazon). Developed by the National Institute

for Space Research (INPE), PRODES is a monitoring project used by the Brazilian gov-

ernment to track and provide an annual o�cial deforestation index in the Legal Amazon

region of Brazil. The objective of the project is to track and assess changes in the Brazil-

ian Amazon forest using high-resolution satellite images to analyze and detect areas of

deforestation within the Amazon region. Provides accurate and reliable data on trends

in deforestation, enabling the evaluation of forest loss over time. The program plays a

crucial role in monitoring deforestation rates and providing valuable data for environ-

mental management and conservation e�orts in the region. In this regard, this work uses

reference points (polygons) of the Amazon and Cerrado biomes provided by PRODES,

which will be detailed in sections 4 and 6.

Deforestation can be seen as a singular process that begins with an intact forest and

ends with the conversion of the original forest into other types of land cover. When

considering deforestation as a single process, it is necessary to include not only the ex-

tremes of this process, which are more obvious and easier to identify, but also the forest

degradation gradient that occurs throughout the deforestation process. This degradation

can occur slowly over time due to continuous logging and successive occurrences of forest

�res. Despite various classi�cations found in other literature, the methodology employed

by PRODES (INPE (2019)) condenses the main types of deforestation into two cate-

1http://www.obt.inpe.br/OBT/assuntos/programas/amazonia/prodes
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gories: clear cutting and forest degradation. The �rst type involves the complete removal

of forest cover in a short period through cutting and burning. The second is a slower

process where, initially, valuable timber and construction wood is extracted, followed by

the falling of smaller trees and the initiation of grass planting for livestock activities.

Finally, periodic pasture burning is performed for new grass planting, and this process

continues for several years. Forest degradation is considered to last for approximately

two to three years. PRODES focuses on identifying clear-cutting deforestation and, in

its incremental work for a speci�c region over time, uses an exclusion mask to cover the

deforested areas in previous years to prevent repeated detection. Figure 1 illustrates the

clear-cutting process.

Figure 1 � Illustration of the clear-cutting deforestation

Source: INPE (2019).

Although the Amazon rainforest is undoubtedly the most globally renowned biome,

Brazil boasts a rich tapestry of biodiversity through its six distinct biomes: the Amazon,

Caatinga, Cerrado, Atlantic Forest, Pampa and Pantanal. Each of these biomes possesses

unique visual attributes within its vegetation, which separates them from each other.
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According to (IBGE, 2012), the predominant vegetation in the Amazon is the dense

ombrophilous forest, which represents 41.67% of the biome. One of the most notable

characteristics is the density of the vegetation. The forest is densely wooded, with tall

trees, a wide range of green hues, and high rainfall (less than 60 dry days per year). An-

other type of vegetation present is the Open Ombrophilous Forest. It features vegetation

covered with palm forests throughout the Amazon and even beyond its borders, along

with bamboo in the western part of the Amazon. Unlike the dense ombrophilic forest, it

has lower rainfall (more than 60 dry days per year). In the Cerrado biome, on the other

hand, there are forest, savanna, and grassland formations. The area is characterized by

scattered trees and shrubs, small palms, and a grass-covered soil layer QUESADA et al.

(2008).

The distinct di�erences among various biomes pose a signi�cant challenge for deep

learning models when applied to deforestation detection. Biomes, such as rainforests, sa-

vannas, and grasslands, exhibit unique ecological characteristics, including diverse types

of vegetation, terrain variations, and weather patterns. These variations introduce consid-

erable variability in the visual features present in satellite images, making it di�cult for

a model trained on one biome to generalize e�ectively to others. In this study, our focus

is on imagery sourced from two distinct Amazonian locations, Pará (PA) and Rondônia

(RO), and one site situated within the Cerrado biome, Maranhão (MA). Each biome

exhibits distinct patterns of deforestation, characterized by varying distributions of de-

forestation types. According to Instituto Nacional de Pesquisas Espaciais (INPE) (2024),

clear-cutting with exposed soil is the predominant form of deforestation in Pará, Rondô-

nia, and Maranhão. However, the extent of this practice varies signi�cantly across these

states. In Maranhão, clear-cutting with exposed soil is the dominant factor by a wide mar-

gin. In contrast, Pará and Rondônia show a more balanced distribution, with signi�cant

contributions from progressive degradation and clear-cutting with vegetation retention.

Additionally, Pará stands out for having a small but notable proportion of deforesta-

tion attributed to mining activities. Figure 2 shows the proportion of the occurrence of

di�erent types of deforestation for the year 2024 in the states monitored by PRODES.
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Figure 2 � Proporções de cada subclasse de desmatamento por estado, segundo os 268
tiles prioritários do Prodes 2024.

Source: Instituto Nacional de Pesquisas Espaciais (INPE) (2024).

As stated by JIANG et al. (2022), in recent times, Deep Learning (DL) techniques have

emerged as a cutting-edge approach across various application domains, including RS. DL

models, despite their remarkable performance, often need a large amount of labeled data

for e�ective training. This poses a signi�cant challenge for many RS applications, as the

acquisition of labeled data can be costly and time-consuming due to �eld surveys and

visual interpretation requirements, typically relying on human experts. Additionally, the

dynamic nature of environmental conditions, geographical variations, and diverse sensor

properties mentioned above make it challenging to apply pre-trained classi�ers to new

data without experiencing a noticeable decline in classi�cation accuracy.

These challenges can be considered examples of the phenomenon known as domain

shift (SAENKO et al. (2010)), which consists of shifts in the data distribution between

the source domain (labeled dataset used to train the classi�er) and the target domain

(unlabeled dataset to which the classi�er will apply predictions). Although this issue

a�ects all supervised classi�ers, it particularly complicates the practical implementation

of deep learning-based classi�cation methods in real-world RS applications due to their

increasing demand for labeled data. Figures 3a, 3b, 3c illustrate the situation of domain
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shift at di�erent locations.

Figure 3 � Satellite images of di�erent domains.

(a) Maranhão (MA) domain. (b) Pará (PA) domain. (c) Rondônia (RO) domain.

The method introduced in this work aims at tackling the above-mentioned problems

in the context of deforestation detection with deep learning models, in a partially assisted

strategy. We propose a two-phase approach, called Dense Multi-Domain Adaptation

(DMDA), to tackle the challenges of deforestation detection. In the �rst phase, extending

the Domain Adaptation Neural Networks (DANN), a pixel-wise classi�er is trained us-

ing the Deeplabv3+ architecture combined with Domain Adaptation (DA) techniques to

enable unsupervised training for deforestation prediction across di�erent target domains.

In the multi-target setting, a single labeled source domain is used to adapt to multiple

unlabeled target domains, while in the multi-source DA scenario, the model adapts from

multiple labeled source domains to a single unlabeled target domain.

In the second phase, following the method proposed by (MARTINEZ et al., 2024), the

prediction of the model is supplemented by expert auditing, focusing on areas with high

uncertainty, determined by an uncertainty threshold. The predictions for each pixel in the

target domain are used to calculate the entropy, which identi�es low- and high-uncertainty

regions that are �agged for further human visual inspection. Once this inspection is com-

pleted, we assume that the predictions for these areas of high uncertainty will be accurate,

allowing us to calculate recall, precision, and F1 score metrics. The hypothesis is that the

use of DA methods combined with uncertainty estimation not only improves the accuracy

of the deforestation predictions in unseen domains, but also provides users with greater

transparency in the reliability of the model, as well as the opportunity to manually im-
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prove its performance, recommending the most uncertain areas for visual inspection and

re-annotation, using the experience of photointerpreters. By employing Domain Adapta-

tion (DA) methods, which aim to bridge the gap between di�erent domains, the proposed

approach facilitates knowledge transfer and learned representations. In addition, it o�ers

a strategy to overcome the limitations of data availability and domain discrepancies in

predicting deforestation, opening new ways for more e�cient and cost-e�ective monitor-

ing and conservation e�orts. In terms of application context, this research is dedicated to

the task of deforestation detection.

The main contributions of this work are as follows.

ˆ Two distinct scenarios of domain adaptation (DA) are presented. The �rst, termed

multi-target, involves a single source domain and multiple target domains. The

second, known as multisource, consists of multiple source domains adapting to a

single target domain.

ˆ We evaluated two con�gurations of the domain discriminator component: Multi-

domain discriminator and source-target discriminator.

ˆ Inclusion and assessment of an expert audit phase designed to target areas of highest

uncertainty, utilizing uncertainty estimation from the predictions made by the DL

model.

ˆ Experiments are conducted in three di�erent domains associated with Brazilian

biomes, and our approach is validated by comparing the results obtained with single-

target and baseline experiments.

Additionally, Dense Multi-Domain Adaptation has the potential to enhance remote

sensing applications. The hypothesis is that by employing domain adaptation with multi-

ple unlabeled target domains or multiple labeled source domains can improve the accuracy

of deforestation prediction across these domains. By leveraging both diverse target and

source domains, the model can learn a more robust and generalized feature representa-

tion. This approach allows the model to capture shared patterns and characteristics from

both the source and the target domains, thus facilitating better adaptation to unseen
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images within each target domain. Compared to approaches using only single-target or

single-source domains, or those without domain adaptation, the multi-source, multi-target

strategy enables a more comprehensive generalization, allowing the model to perform ef-

fectively across diverse domain conditions.

The present work is structured as follows: Chapter 1 formally addresses the transfer

learning problem and domain adaptation. Chapter 2 reviews the relevant studies on

multi-target and multi-source learning, as well as uncertainty estimation. Chapter 3

provides a comprehensive overview of the theoretical foundation essential to comprehend

the dissertation. After introducing the theoretical framework, Chapter 4 elaborates on

the methodology used in this study. Chapter 5 outlines the experimental protocol, hyper-

parameters, model con�guration, dataset preparation, and evaluation metrics. In Chapter

6, the experimental procedures and results are presented and evaluated. Finally, Chapter

6.6 compiles the �ndings and o�ers suggestions for future research.
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1 PROBLEM DESCRIPTION

This chapter aims at providing a formal description of the transfer learning prob-

lem. By and large, this presentation follows the PAN and YANG (2010) notation and

conception.

In the core of this context stands the concept of DomainD, whose de�nition comprises

a feature spaceX and a marginal distribution P(X ) de�ned over such a space, letting

D = fX ; P(X )g, where the instances setX = f x1; � � � ; xng 2 X (ZHUANG et al., 2020).

On the other hand, a taskT consists of a label spaceY and a decision functionf (�)

de�ned over X , expressed byT = fY ; f (�)g . Such a predictive function is supposed to

be able to be learned from data, and it provides a mapping from the feature space to the

label space,f : x ! y. Therefore, given a feature vectorx i , the function f is expected to

accordingly predict yi , its respective class label.

Usually, in practical remote sensing applications, it may be possible to identify two

distinct domain roles, source and target domains. In a minimum context, we may have

a source domainDS along with its respective taskTS, and a target domainDT and task

TT . Data for the source domain is de�ned asDS = f (xS1 ; yS1 ; : : : ; (xSn ; ySn )g, where

xSi 2 X S represents an input that is part of the training set andySi 2 YS represents the

corresponding class label.

PAN and YANG (2010) state that transfer learning intends improving the learning

of the target predictive function f T (�) dedicated toDT and TT using knowledge obtained

from DS and TS, when DS 6= DT or TS 6= TT . Thus, transfer learning involves leveraging

available data in di�erent domains, each with its own feature space and corresponding

marginal distribution, to solve a learning task in each domain. Typically, a source domain

is distinguished by a large amount of labeled training samples, while for target domain

data there are few or no labels.

There are several di�erent transfer learning settings, PAN and YANG (2010) catego-

rizes it under three categories: inductive transfer learning, unsupervised transfer learning,

and transductive transfer learning. In the inductive transfer learning, the target task is

di�erent from the source task, while the source and target domains may or not be the
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same. In turn, in unsupervised transfer learning, similarly to inductive transfer learning

setting, the target task is di�erent from but related to the source task and there are no

labeled data available in both source and target domains in training data, additionally

the labels spacesYS and YT are unde�ned. On the other hand, in transductive transfer

learning, the source and target tasks are the same (TS = TT ), while the source and target

domains are di�erent.

The present work is dedicated to a special case of transductive transfer learning, the

so-called domain adaptation, where the feature spaces are identical (XS = XT ), but the

marginal probabilities di�er, i.e., P(X S) 6= P(X T ).

This research speci�cally focuses on two distinct scenarios of domain adaptation. The

�rst scenario, referred to as multi-target, involves multiple target domainsDT1 , DT2 ,

: : : DTn for which no training labels are available. In this context, the model is evaluated

while addressing multiple target domains simultaneously. The second scenario is termed

multi-source, where we train on various labeled source domainsDS1 , DS2 , : : : DSn to adapt

to a single target domain.
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2 RELATED WORKS

Unsupervised Domain Adaptation methods have gained attention recently due to the

fact that they leverage well labeled source domains to apply the extracted knowledge

onto di�erent but related domains. This technique has been employed in a wide range

of areas, such as computer vision, natural language processing, sentiment analysis, email

�ltering, among others, as reviewed by TOLDO et al. (2020). Given the vast scope of

this �eld of study, this work primarily centers around deep learning adversarial methods

of unsupervised DA in the context of semantic segmentation tasks for Remote Sensing

problems. According to WANG; DENG (2018), the �eld of adversarial-based DA methods

can be divided into two main approaches: generative models, which consist in using source-

labeled images and noise vectors to generate annotated samples similar to target domain;

and non-generative models, which seek to map both labeled source data and unlabeled

target data to a shared domain-invariant representation.

In the next sections, we mention a number of related Domain Adaptation methods

which focus on semantic segmentation of remote sensing data, particularly in the context

of change detection, and on methods that address multi-target and multi-source scenarios.

2.1 Generative Domain Adaptation

In the category of generative models, Generative Adversarial Networks (GAN), which

were proposed by GOODFELLOW et al. (2014), stand out. These methods are typically

built upon style transfer concepts and work by creating a mapping from one domain to

another normally at the pixel level. The generator model translates labeled source images

to output images that are closer to the distribution of the target domain, then a classi�er

is trained with transformed images using known labels from the original source domain

WILSON; COOK (2020).

Many studies rely on cycle consistency mapping, which was proposed in the Cycle-

Consistent Adversarial Networks method (CycleGAN) by ZHU et al. (2017). It refers

to the property of maintaining consistency when translating an image from one domain

to another and then back again. In simple terms, it is based on the intuition that an
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image that is translated to another domain and then back to the initial domain again

should result in an image similar to the original. Although CycleGAN produces high-

quality results in many tasks, the paper also highlights certain limitations, such as the

occasional failure to preserve global structures or to capture certain details (e.g. objects

being warped or artifacts appearing). This is a noted area for improvement.

Numerous studies have used aerial images from the German cities of Vaihingen and

Potsdam, provided by the International Society for Photogrammetry and Remote Sensing

(ISPRS). These images are commonly used as benchmarks for semantic segmentation

in remote sensing research. KWAK; KIM (2023) addresses domain adaptation of land

cover imagery through the use of the CycleGAN method to translate source to target

images, later classi�ed with a U-Net-based model, with an E�cientNet-based encoder,

proposed by TAN; LE (2019). The authors acknowledge that, despite the robustness

of the model, it faces limitations in classifying low vegetation and objects or trees in

shadow, largely due to its pre-training being restricted to the three color bands. In the

study by BENJDIRA et al. (2019), a GAN-based domain adaptation model built on

top of Deeplabv3 + was introduced to address the domain shift between the two cities.

Unlike traditional GAN approaches, the authors proposed an unpaired image translation

method, thus separate images from source and target domains were used for training.

First, a mapping function learns to render source images stylized as the target ones.

Then, to achieve a fair translation performance, the inverse function is also trained. That

function adapts the target domain images to the style of the source domain. Finally, the

model is �ne-tuned with the translated images linked to the source labels. WITTICH;

ROTTENSTEINER (2021) proposes to address the domain shift of aerial images and

achieve semantic consistence among di�erent domains by generating transformed images

from the source domain samples by capturing the style of target domain samples. This can

be achieved by jointly training appearance adaptation and classi�cation networks, while a

discriminator network tries to distinguish which domain a sample belongs to. In addition,

they present an innovative method for addressing unbalanced data. Given that the class

distribution for the target class is unknown, they suggest assigning greater weight to the
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cross-entropy loss of classes predicted with higher uncertainty. This approach is based on

the assumption that such uncertainty is indicative of the underrepresented class.

JIANG et al. (2020) presents a GAN-based semi-supervised domain adaptation frame-

work for multiclass change detection. The generative component is based on the Wasser-

stein Generative Adversarial Network (WGAN), which is trained along with a discrimi-

nator to produce fake images similar to the real ones, and then there is a dual-pipeline

classi�er, which predicts and combines the output change map. In their experiments,

the near-infrared (NIR) band was included along with the RGB bands. NIR provides

additional information on vegetation health that is not captured by the visible-light spec-

trum. The authors report achieving results that surpass the state-of-the-art methods in

two Chinese urban datasets.

JI; WANG; LUO (2021) came up with a GAN-based domain adaptation for semantic

segmentation on land cover images. In that approach, there is an image style transfer

phase, where the labeled source images are translated with cycle consistence to the style

of the target images, for which there is no label. Although the concept of cycle consis-

tency has been inspired by CycleGAN, the authors introduce a shared encoder component

that feeds both the reconstructed source image and the transformed image of the target.

In the second stage, there is a segmentation network adapted from a fully convolutional

multiscale aggregate network (MA-FCN) WEI; JI; LU (2020). The proposed algorithm

was evaluated on high-resolution satellite images of a Chinese city representing one do-

main and two German cities belonging to another domain. The authors were able to

demonstrate improved performance results compared to other GAN-based methods.

LIU; SU (2020) proposes an adversarial generative DA framework for semantic seg-

mentation of remote sensing images. In contrast to the work presented above, the authors

used a 2-d spectral curve for each pixel of the images as the input representation. In addi-

tion, a conditional GAN (cGAN) model was used to perform adaptation training MIRZA;

OSINDERO (2014). The method outperformed the original CycleGAN and other state-

of-the-art methods when evaluated on semantic segmentation benchmark datasets.

In the multi-target context, ZHANG et al. (2022) introduces a domain adaptation
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method speci�cally customized for histopathology images. The approach focuses on im-

age translation, in which the labeled images from the source domain are transformed to

match the style and characteristics of each target domain. For this purpose, a specialized

architecture known as the Cross-frequency Feature Transfer Module (CFTM) is utilized,

comprising an encoder-decoder structure. The method e�ectively enhanced accuracy by

utilizing multi-target adaptation.

2.2 Non-Generative Domain Adaptation

Generative methods, as mentioned earlier, can exhibit instability, posing challenges in

achieving semantic consistency. Consequently, non-generative adversarial approaches have

emerged to address these concerns. These approaches aim to identify domain-invariant

features across various domains by measuring distances to narrow margin distributions

or joint distributions. Another strategy involves employing a domain discriminator to

induce domain confusion, thereby obtaining a feature representation that is predictive

and independent of any particular domain XU et al. (2022).

GANIN et al. (2016) introduced an architecture called Domain-Adversarial Training

of Neural Networks DANN, which comprises a deep feature extractor, a label predictor,

and a domain classi�er. The network incorporates a gradient reversal layer to encour-

age adversarial behavior that is essential to achieve domain confusion or domain-invariant

feature representation. Given that Ganin's method serves as one component of the funda-

mental basis for this study, a more comprehensive explanation will be provided in Section

3.2.

In TZENG et al. (2017)'s work, the authors propose a method called Adversarial

Discriminative Domain Adaptation (ADDA). It operates by initially training a deep fea-

ture extractor and a classi�er exclusively using labeled data from the source domain. In

the subsequent adversarial phase, both the trained source feature extractor and a target

feature extractor are fed with source and target images, respectively. At this stage, a

discriminator network is employed to predict the domain associated with the output of

each feature extractor. The loss of the discriminator is utilized to adjust the weights of
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the target feature extractor, allowing it to learn a feature representation adapted for the

target domain. Finally, the model is evaluated by applying unlabeled target samples to

the target feature extractor and obtaining predictions from the classi�er trained in the

initial phase.

In another endeavor, TSAI et al. (2018) proposes a pixel-wise semantic segmentation

with multilevel domain adaptation for urban scenes.The multi-level model presented in

this work comprises two complementary adversarial networks. One network takes the

output segmentation prediction as input and feeds it to a discriminator, while the other

network extracts low-level features and forwards them to a separate discriminator. The

underlying concept is that incorporating di�erent levels of abstraction from the output can

enhance the adaptation process. By considering both high-level segmentation predictions

and low-level features, the model aims to capture a more comprehensive understanding

of the target domain, leading to improved adaptation performance.

In LASLOUM et al. (2021), the authors proposed a multi-source domain adaptation to

perform remote sensing scene classi�cation. Their model is based on a variant of E�cient-

Net, called E�cientNet-B3, and uses the Swish activation function, which is smoother and

outperforms ReLU on some deep learning image classi�cation tasks RAMACHANDRAN;

ZOPH; LE (2017). Unlike the DANN method, which takes advantage of a discriminator

component to achieve adversarial behavior, their approach seeks to accomplish a domain-

invariant feature space through the use of clustering technique on the unlabeled target in

order to obtain the most discriminative features based in con�dence probability.

In CHEN et al. (2020), the authors propose a deep siamese domain adaptation convolu-

tional neural network (DSDANet) for change detection. The DSDANet approach involves

two main stages: feature extraction and domain adaptation. In the feature extraction

stage, the subnets extract features from both the source and target images independently.

These features capture important spatial and contextual information related to change

detection. In the domain adaptation stage, a domain adaptation layer is introduced to

align the source and target feature representations. This layer minimizes the distribution

discrepancy between the two domains, denoted by the maximum mean discrepancy MMD
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distance metric, by applying the Reproducing Kernel Hilbert Space (RKHS) norm.

Although multi-target domain adaptation remains a relatively unexplored �eld, there

have been a few notable and promising studies published in this area. GHOLAMI et

al. (2020) introduces a novel approach called Multi-Target DA-Information-Theoretic-

Approach (MTDA-ITA) that focuses on separating shared characteristics among all do-

mains from private domain-speci�c features. This separation aims to enhance the learning

process by encouraging the model to acquire more robust feature representations. The au-

thors demonstrated superior performance on various benchmark datasets, including those

related to digit recognition, facial expression analysis, and object detection. Compared

to single-target domain adaptation methods, their multi-target approach showcased no-

table improvements. ZHOU; TIAN; LU (2023) introduces a novel iterative approach for

domain adaptation. The method involves pre-training the model initially on augmented

labeled source domain data. The model is then �ne-tuned using the target domain that

exhibits the closest feature distribution to the source domain. Target samples with high-

con�dence predictions are selected and combined with the source samples for the next

iteration. This process is repeated for each target domain, progressively adapting the

model to the varying domains. By iteratively incorporating target samples and leverag-

ing the similarities between the source and target domains, the proposed method achieves

e�ective adaptation to multiple target domains. In addition, the authors came up with the

idea of having variational autoencoders (VAEs) decompose output representations into

domain-invariant, domain-speci�c, and class-independent representations to improve sam-

ple selection. YU; HU; CHEN (2018) addresses a more challenging multi-target scenario,

where target domains may not necessarily share the same label categories. Unlike the

aforementioned DA approaches, this approach relies on adaptative learning of a common

model parameter dictionary. NGUYEN-MEIDINE et al. (2020) proposes a multi-target

DA method that is based on the concepts of specialized teachers and a student. Teach-

ers are represented by Convolutional Neural Networks (CNNs), which are responsible for

learning and generalize to a single target domain. Afterward, the student model learns a

more meaningful knowledge from each of the teaches (learned target domains), resulting
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in a more generalized model than it would have been if it had been directly adapted to

multiple target domains. More recently, ALIJANI; FAYYAD; NAJJARAN (2024) brings

a comprehensive review of Domain Adaptation with Vision Transformers (ViTs). Their

work highlights how ViTs leverage their attention mechanisms to better handle distri-

bution shifts, leading to improved performance in DA tasks, especially in complex visual

environments where domain shifts can signi�cantly a�ect model performance. However, it

is important to note that most experiments have been conducted on benchmark datasets

and there is still limited research on the application of transformers for deforestation

detection.

2.3 Domain Adaptation for Deforestation Detection

In the �eld of remote sensing for deforestation, VEGA et al. (2021) proposes an un-

supervised domain adaptation approach for deforestation detection based on the model

CycleGAN. In this context, each domain is linked to a speci�c biome, and the goal is to

transform a target domain image pair to look similar to labeled images from the source

domain while preserving the semantic structure.

NOA et al. (2021) proposed a novel deep domain adaptation method for change detec-

tion based on ADDA. In this approach, an additional regularization term was introduced

to enforce the minimum desired distance between the parameters of the source feature

extractor and the target feature extractor. By incorporating this regularization term,

the method aims to encourage a larger similarity between the two feature extractors,

facilitating better adaptation to the target domain.

Furthermore, SOTO et al. (2022a) introduced a deep domain adaptation method for

deforestation detection that drew inspiration from DANN. The approach aimed to com-

bine change detection techniques, a deep learning model of semantic segmentation, and

the DANN method to enable domain adaptation training using labeled data from a source

domain and testing in a single target domain. To address class imbalance, the author pro-

posed the use of pseudo-labels. This method, referred to as DANN+CVA, outperformed

approaches based on ADDA and CycleGAN, which were previously described. Among
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the DA methods discussed for deforestation detection, it is important to note that none

of them tackled multi-source or multi-target scenarios, which is the primary focus of this

study.

2.4 Uncertainty Estimation

GAWLIKOWSKI et al. (2023) explain that neural network predictions are prone to two

types of errors: data-dependent (aleatoric uncertainty) and model-dependent (epistemic

uncertainty). By assessing these uncertainties, there is an opportunity to improve the

model performance. Consequently, numerous studies focus on this area of research.

ZHENG; YANG (2021) introduces a method to improve domain-adaptive semantic

segmentation by re�ning pseudo-labels using uncertainty estimation. By identifying and

addressing unreliable predictions through uncertainty estimation, the approach helps to

rectify incorrect pseudo-labels, leading to more accurate training on target domains. The

key bene�t of uncertainty estimation is its ability to �lter out noisy or incorrect labels,

ultimately enhancing model performance and robustness in domain adaptation tasks.

LAKSHMINARAYANAN; PRITZEL; BLUNDELL (2017) proposes a straightforward

approach to estimate predictive uncertainty using ensembles of neural networks. By train-

ing multiple models and combining their predictions, the method captures both aleatoric

(data-dependent) and epistemic (model-related) uncertainty. The key advantage of this

ensemble-based approach is its simplicity, as it requires no modi�cations to the model

architecture or training procedures, making it easy to implement across various tasks.

Due to the strategy's simplicity and e�ectiveness, it was selected for this work.

WANG et al. (2019) proposed a test-time augmentation framework that uses uncer-

tainty estimation to improve accuracy in a medical image segmentation task. One of the

strategies involved creating multiple augmented versions of an input image, feeding each

into the model to obtain separate predictions. The predictive entropy was then calcu-

lated to assess the diversity of the predictions for a given image. The results have shown

that this strategy helps reduce overcon�dent incorrect predictions and outperforms single

prediction baseline and dropout-based multiple prediction methods.
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MARTINEZ et al. (2024) presents an evaluation of di�erent uncertainty estimation

techniques and proposes a novel method to improve the detection and monitoring of

deforestation in the Brazilian Amazon. By incorporating uncertainty estimation into a

semiautomatic framework, the authors enhance the reliability of deforestation alerts by

subjecting high-uncertainty predictions to review by experts. This work provided a strong

foundation for this dissertation due to its focus on deforestation and the e�ective results

it achieved. Furthermore, their �ndings supported the decision to apply the predictive

entropy calculated from an ensemble of training runs.
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3 FUNDAMENTALS

This chapter introduces the foundational concepts that underlie the present work.

Section 3.1 studies domain adaptation. Section 3.2 focuses on Domain Adversarial Neural

Networks (DANN), an adversarial approach that leverages deep learning models to address

domain adaptation training. Section 3.3 gives an overview about Semantic Segmentation

and explains the foundations of DeepLabv3+, a deep learning model designed for semantic

segmentation.

3.1 Domain Adaptation

Domain adaptation (DA) can be viewed as a special case of transfer learning concerned

with the transfer of knowledge from a source domain to a target domain (GANIN et al.,

2016). In many practical applications, the distribution of data in the target domain may

di�er signi�cantly from that in the source domain. This distribution shift can result

in reduced performance when applying machine learning models trained on the source

domain to the target domain. Domain adaptation aims to overcome this challenge by

leveraging the knowledge learned from the source domain to improve the performance

on the target domain. The theoretical basis for domain adaptation can be traced back

to the concept of covariate shift, which was �rst introduced by (SHIMODAIRA, 2000).

Covariate shift occurs when the input feature distribution (covariates) in the training data

is di�erent from the input feature distribution in the test data, even though the feature

spaces remain the same. This means that the marginal probability distributions, denoted

by P(X S) 6= P(X T ) for the source and target domains respectively, di�er from each other.

In other words, covariate shift refers to a situation where the statistical properties of the

input features change between the training and test phases, leading to a performance

decrease in the model when tested on the target domain. In the context of computer

vision, factors such as illumination, pose and image quality may cause the domain shift

between two domains resulting on decrease of performance in training. This can result

in biased predictions, even if the model is correctly speci�ed. A number of methods have

been proposed to address the covariate shift problem, including importance weighting
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(SUGIYAMA; KRAULEDAT; MÜLLER, 2007), kernel mean matching (GRETTON et

al., 2012), and subspace alignment (FERNANDO et al., 2013). These methods can be

categorized as shallow DA.

Moreover, domain adaptation based on deep learning approaches have achieved in-

spiring results in visual applications, such as image classi�cation, face recognition and

object detection. (WANG; DENG, 2018) describes three main approaches for one-step

DA, which is the case when domains are directly related: discrepancy-based, adversarial-

based and reconstruction-based. Since this work relies on an adversarial-based approach,

the others methods are not detailed.

As stated by (WILSON; COOK, 2020), adversarial methods use a discriminator (or

critic) for learning domain invariant features, realistic image generation, or promoting

target discriminative features by forcing a network (either a feature extractor or generator)

to produce outputs indistinguishable between two domains (source and target or real and

fake). During training, gradients from the discriminator are used to train the feature

extractor or generator (e.g., negated by a gradient reversal layer, explained in Section 3.2).

The adversarial-based approach comprises two types of cases: generative models and non-

generative models. The former consists of a generative component with a discriminative

model, often leveraging techniques such as generative adversarial networks (GANs). One

common application of this approach involves using source images, noise vectors, or a

combination of both to produce arti�cial samples that exhibit similar characteristics to

those found in the target domain while preserving the annotation information of the

source domain. Non-generative models take a di�erent approach, wherein the feature

extractor learns to create a discriminative representation by leveraging labeled data from

the source domain. Instead of generating models based on input image distributions,

these models rely on a domain-confusion loss to map target data to the same space as the

source domain, resulting in domain-invariant representations, as illustrated in Figure 4.
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Figure 4 � Illustration of the domain confusion concept.

Source: TZENG et al. (2019).

3.2 Domain Adversarial Neural Networks

Domain adversarial neural networks (DANNs) are an adversarial non-generative method

proposed by (GANIN et al., 2016) based on Convolutional Neural Networks (CNNs). In

this approach, a domain discriminator is trained to distinguish between the source and

target domains, while the classi�er is trained to maximize the confusion of the discrim-

inator. The idea is to learn features that are domain-invariant, so that the classi�er

can perform well on both the source and target domains. The architecture of DANN

is composed of three main modules: a deep Feature ExtractorGf (:; � f ), responsible for

transforming the input data into a domain-independent latent space; a Label Predictor

Gy(:; � y), which predicts the labels of the input samples; and a Domain Classi�erGd(:; � d),

which distinguishes between source and target representations, as illustrated in Figure 5.
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Figure 5 � DANN proposed architecture.

Source: GANIN et al. (2016).

Given input samplesx 2 X where X is an input space and labelsy 2 Y where Y

is a label space, and given that there are two distinct distributions, source and target,

the main idea behind DANN is to predict labelsy for the target distribution, which

has few or no labels for training. To be able to accomplish that, the Domain Classi�er

model is trained to distinguish between the source and target domains. At the same

time, the Label Predictor is trained to classify the input data correctly regardless of the

domain it comes from. The Feature Extractor (typically a CNN) is shared by both the

domain classi�er and the label predictor. The Domain Classi�er is trained to minimize

its classi�cation error, while the Label Predictor is trained to minimize its classi�cation

error and to maximize the domain classi�cation error. In other words, the main classi�er

tries to maximize the domain confusion, while the domain classi�er tries to minimize it.

During training, the DANN learns to map input data to a shared feature space that is

domain-invariant. The domain classi�er tries to learn to predict the domain of the input

data based on the shared features, while the main classi�er tries to learn to predict the

label of the input data. By jointly training the domain classi�er and the main classi�er,

the DANN learns to separate the domain-speci�c and domain-invariant features, which

leads to better classi�cation performance on the target domain.

In the equation 3, L y and L d denote the losses for label prediction and domain clas-



37

si�cation respectively. L i
y are computed by feed-forward layers that takes the input data

from the feature extractor Gf to the Label Predictor Gy. At the same time, in order to

make features domain-invariant, there is another feed-forward �ow fromGf to Domain

Classi�er Gd, that predicts which domainGf (x i ; � f ) corresponds to,Gd's loss computation

is denoted byL i
d.

L i
y(� f ; � y) = L y(Gy(Gf (x i ; � f ); � y); yi ) (1)

L i
d(� f ; � d) = L d(Gd(Gf (x i ; � f ); � d); yi ) (2)

E(� f ; � y; � d) =
X

i =1 ::N

L i
y(� f ; � y) � � (

X

i =1 ::N

L i
d(� f ; � d)) (3)

Here,� f represents the parameters or weights of Feature ExtractorGf , Label Predictor

Gy and Domain Classi�er Gd respectively. Based on that, the optimization occurs by

reaching a local minimum, as speci�ed by the equations 4 and 5.

(� �
f ; � y � ) = arg min

� f ;� y

E(� f ; � y; � �
d) (4)

� �
d = arg max

� d

E(� �
f ; � �

y ; � d) (5)

While � y parameters minimize the label prediction loss and� d minimize the domain

classi�cation loss, � f parameters minimize label prediction loss and maximize domain

classi�cation loss, as a result of domain-invariant features. Backpropagation updates

work very much like gradient descent and are demonstrated in the equations 6, 7 and 8:

� f = � f � � (
@Liy
@�f

� �
@Lid
@�f

) (6)

� y = � y � �
@Liy
@�y

(7)
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� d = � d � �
@Lid
@�d

(8)

whereL i
y and L i

d represent the corresponding loss functions evaluated at thei -th input

image and� symbolizes the learning rate of training. Additionally, the hyper-parameter

� controls the level of in�uence that Domain Classi�er has over the Feature Extractor

during backpropagation, which is accomplished by a special computational layer, called

gradient reversal layer (GRL). GRL stands between Feature Extractor and Domain

Classi�cation and during the feed-forward process it only passes on the feature vectors

to Domain Classi�cation component without applying any transformation, also referred

to as identity transform. On the other hand, through backpropagation process, it applies

a negative transformation by multiplying the oncoming gradients by� � , leading to the

adversarial behaviour that makes the two feature distributions (source and target) as

similar as possible. Equations 9 and 10 demonstrates how GLR operates:

Feed-forward:

R(x) = x (9)

Backpropagation:
dR�
dx

= � � I (10)

3.3 Deep Learning for Semantic Segmentation

Semantic segmentation is a computer vision task that involves assigning a label to

each pixel in an image based on its semantic meaning. The goal is to identify and label

di�erent objects or regions of interest within an image, such as buildings, trees, roads. In

other words, it is a pixel-wise classi�cation task. The concept of semantic segmentation

was �rst introduced by (SHELHAMER; LONG; DARRELL, 2017) in their 2015 paper

"Fully Convolutional Networks for Semantic Segmentation". The authors proposed a

deep learning-based approach that can perform pixel-level semantic segmentation in real-

time using a fully convolutional neural network (FCN). Based on (GARCIA-GARCIA

et al., 2018), ultimately, the problem of labeling each pixel can be simpli�ed to the fol-
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lowing expression: determine an approach to allocating a state from the set of labels

L = l1; l2; :::; lk to every element of a group of random variablesX = x1; x2; :::; xN . In this

context, each labell represents a distinct category or entity, such as an airplane, automo-

bile, tra�c signal, or background. Typically, X comprises a 2D image with dimensions

of W � H = N , where N represents the total number of pixels. Nevertheless, this set

of random variables can be expanded to encompass data of any dimensionality, such as

volumetric or hyperspectral images. Some deep networks have made such signi�cant con-

tributions to semantic segmantation that they have become widely accepted as standards.

Examples include AlexNet, VGG-16, GoogLeNet, ResNet, and more recently, SegNet

(BADRINARAYANAN; KENDALL; CIPOLLA, 2017), U-Net (RONNEBERGER; FIS-

CHER; BROX, 2015) and Deeplabv3+ (CHEN et al., 2018). All of these architectures

share the basic principles of applying the Fully Convolutional Network (FCN) together

with an Encoder-decoder approach. As the name suggests, FCN architecture does not

have fully connected (dense) layers at the end, instead, the last convolutional layers pro-

duce low-resolution feature maps of the input image, which form the encoder part of the

network. To convert the low-resolution feature maps into pixel-wise segmentation, the

Decoder component is utilized. This component includes max-pooling and deconvolution

layers that generate dense feature maps, which are then restored to the original image

resolution and fed into a softmax layer, which generates the segmented output image.

Figure 6 illustrates a typical fully convolutional architecture built to perform a semantic

segmentation task. It comprises an encoder and a decoder part used to do dimensionality

reduction and generate sparse feature maps that can generate a masked output segmented

image.
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Figure 6 � Illustration of the SegNet, a typical semantic segmentation architecture.

Image taken from BADRINARAYANAN; KENDALL; CIPOLLA (2017).

Given that DeepLabv3+ is the chosen architecture used in this work, an overview on

the deep learning model is provided. DeepLabv3+ is an extension of the DeepLabv3 archi-

tecture, proposed by Google researchers in 2018, which achieved state-of-the-art results

on several benchmark datasets. DeepLabv3+ further improves upon this architecture

by incorporating an encoder-decoder structure with an Atrous Spatial Pyramid Pooling

(ASPP) module to capture multi-scale context. Atrous convolution, also known as di-

lated convolution, is a modi�cation of the standard convolution operation used in deep

learning. It involves adding spacing between the kernel elements, e�ectively increasing

the receptive �eld of the kernel without increasing the number of parameters. This allows

the network to capture larger context information without requiring an excessively large

number of layers (YU; KOLTUN, 2016). Figure 7 illustrates kernels of increasing sizes,

which allows expansion of the receptive �eld without loss of resolution or coverage.

Figure 7 � Illustration of Atrous or Dilated convolution kernels.

Image taken from YU; KOLTUN (2016).
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Spatial Pyramid Pooling (SPP) is a technique used in computer vision and deep learn-

ing to allow Convolutional Neural Networks (CNNs) to process variable-sized inputs and

produce a �xed-length output. The idea behind SPP is to divide the input image into

multiple sub-regions or bins of di�erent sizes, and for each bin, pool the features using a

di�erent size of max-pooling. This enables the network to capture information at mul-

tiple scales and resolutions, and then concatenate the resulting pooled features into a

�xed-length vector (HE et al., 2015). Figure 8 displays an example of

Figure 8 � Illustration of SPP operation.

Image taken from HE et al. (2015).

The core of DeepLabv3+ is an encoder-decoder architecture, where the encoder module

extracts high-level features from the input image while the decoder module restores spatial

resolution to produce the �nal segmentation output (CHEN et al., 2017). The ASPP

module is integrated into the encoder module and utilizes parallel dilated convolutions to

capture multi-scale context information, as shown in Figure 9. This allows the network to

e�ectively capture object boundaries and produce accurate segmentation results (CHEN

et al., 2018).
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Figure 9 � Deeplabv3+ architecture

Source: CHEN et al. (2018).
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4 METHOD

This study proposes a two-phase approach, called Domain Adversarial Neural Network

Dense Multi-Domain Adaptation (DANN-DMDA), to tackle the challenges of deforesta-

tion detection. This chapter details the implementation of Multi-target and Multi-source

DANN models in Section 4.1, which corresponds to the �rst part of the method and

serves as the foundation for this study. It also highlights key modi�cations made to the

existing single-target algorithm to accommodate multiple domains. Section 4.2 describes

the Deeplab V3+ deep learning architecture, which forms the core of the learning model.

Section 4.3 presents the second phase of the method, which is the Uncertainty Estimation

for visual review.

4.1 Implementation of DANN method

DANN-DMDA aims to address domain adaptation in the context of detecting changes

in deforestation by exploring two settings. In the �rst, termed Multi-Target DA, we in-

corporate a labeled source domain alongside multiple unlabeled target domains for adap-

tation. In the second setting, known as Multi-Source DA, we utilize multiple labeled

source domains to adapt to a single unlabeled target domain. To achieve this, we build

on the work of (VEGA, 2021), who proposed an unsupervised DA method for deforesta-

tion detection. Additionally, we employ Deeplabv3+ semantic segmentation architecture,

evaluated by (ANDRADE; MOTA; COSTA, 2022). Both concepts are detailed in Sections

3.2 and 3.3.

DANN-DMDA employs two adversarial neural networks: the domain discriminator

and the label predictor. The architecture includes an encoder model that transforms

input samples into a latent representation, a decoder responsible for semantic segmen-

tation, and a domain discriminator that attempts to classify the source of the encoder's

output (determining whether it belongs to the source or target domain). In Multi-Target

con�guration, the encoder component receives a set of labeled samples from one source

domain and unlabeled samples originating from two or more distinct target domains. Al-

ternatively, in Multi-Source setting, the encoder is provided with labeled samples from
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two or more source domains, and unlabeled samples from a single target domain. By em-

ploying this architecture and training methodology, we aim to obtain a common feature

representation shared across all domains involved, and thus improve the performance of

semantic segmentation on each target domain. Although our method can be generalized

to multiple target domains, we make use of two targets only to showcase the method and

experiments.

Consider two coregistered pairs of multispectral remote sensing input images of di-

mensionsw � h � c denoted byx(s)
r =

h
x(s)

rt 0 : x(s)
rt 1

i
, x(t )

q =
h
x(t )

qt0 : x(t )
qt1

i
, where[:] represents

the concatenation operator,w is the width, h is the weight, andc represents the number

of channels or spectral bands. Here,t0 and t1 represent the di�erent moments at which

the images were captured, wheret0 < t 1. The set of sources domains is denoted by

S = f (x(s)
r ; y(s)

r ; d)g, wherey(s)
r represents the labels of the ground truth class ofx(s)

r . The

labels take a value from the set of labelsf 0; 1g, where zero (0) stands for no-deforestation

and one (1) represents deforestation. The target domain set is de�ned asT = f (x(t )
q .

In both sets of domains,d is a scalar that identi�es the domain. One should keep in

mind that only the class labelsy(s)
r are available during training, since the goal is to learn

a common domain-invariant feature representation able to predict unseen images from

target domains. Figures 10 and 11 illustrate in a simpli�ed way the blend of target and

source samples for domain adaptation.
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Figure 10 � Multi-Target approach

Figure 11 � Multi-Source approach

The proposed method follows the general structure outlined by VEGA (2021), which

consists of three phases: data pre-processing, training, and evaluation. First, there is a

data pre-processing phase, which consists of the following procedures. The �rst is to apply

the Early Fusion (EF) procedure, proposed in ADARME et al. (2020), to concatenate

images taken at di�erent periods of time, ensuring that only changes occurring between

this time interval will be considered for the prediction of deforestation. Then, each image

is partitioned into tiles, which are then allocated to training, validation, and test sets
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